Protein Structure Prediction Project

Goal:

Learn to analyze protein structure and to predict structure from a protein sequence. 

Instruction:

Work on the project step by step. Collect all results in one Word file. The later steps may depend on the results of the previous steps. So start as soon as possible. Don’t wait until the last a few days, otherwise you will be overwhelmed. After you finish the project, organize your results into a simple report. 
Tentative Due Date:

Dec 4th, 2006.
Steps: 

1. Go to Protein Data Bank (PDB) database: http://www.rcsb.org/pdb. 

Search a protein using PDB id: 2H58.  Print out “Structure Summary” and “Sequence Details” pages.  Answer the following questions:

(a) What is the experimental method used to determine the structure?

(b) What is the resolution of the structure?

(c) What is the source of the protein?

(d) How many beta strands and alpha helices are there in the protein structure? (Look at the “Sequence Details” page).

(e) Download the PDB file of the protein (2H58.pdb). PDB file contains all the information including the coordinates of all non-hydrogen atoms. 

2. Go to www.umass.edu/microbio/rasmol to download RasMol. Install Rasmol on your computer. Use Rasmol to visualize 2H58.pdb. Click “Display” menu and visualize the structure in the different styles (Cartoon, Spacefill, Ball & stick, backbone). Print out them. 

3. Download DSSP program at http://swift.cmbi.ru.nl/gv/dssp/. Use DSSP to analyze the structure file (command: dsspcmbi  pdb_file  dssp_file). Examine the DSSP output file. Extract the amino acid sequence (column 4) and secondary structure (column 5). If the character on the column 4 is “!”, which means it is not a valid amino acid, the row must be skipped. If the secondary structure on the column 5 is a blank which means the secondary structure is a non-regular loop, you can use “C” to represent it. Print out the amino acid sequence and the secondary structures in two lines.  One line is amino acid sequence and the other is the secondary structure sequence. The lengths of the sequence and secondary structures should be 316. 

4. Predict the secondary structure of the sequence bioinfo using a number of tools: 

>bioinfo

NIRVIARVRPVTKEDGEGPEATNAVTFDADDDSIIHLLHKGKPVSFELDKVFSPQASQQDVFQEVQALVTSCIDGFNVCIFAYGQTGAGKTYTMEGTAENPGINQRALQLLFSEVQEKASDWEYTITVSAAEIYNEVLRDLLGKEPQEKLEIRLCPDGSGQLYVPGLTEFQVQSVDDINKVFEFGHTNRTTEFTNLNEHSSRSHALLIVTVRGVDCSTGLRTTGKLNLVDLAGSERVGSRLREAQHINKSLSALGDVIAALRSRQGHVPFRNSKLTYLLQDSLSGDSKTLMVVQVSPVEKNTSETLYSLKFAERVR

SSpro4: http://contact.ics.uci.edu/sspro4.html
Porter: http://distill.ucd.ie/porter/
PSIPred: http://bioinf.cs.ucl.ac.uk/psipred/psiform.html
PHD: http://www.predictprotein.org/submit.html  

SAM: http://www.cse.ucsc.edu/compbio/SAM_T06/T06-query.html
(a) Collect the results from these servers

(b) Create a consensus secondary structure prediction from the predictions of the five servers (majority vote)

(c) The secondary structure you get form step 3 is the true secondary structure. Compute the Q3 score (the percentage of correctness) of the five servers and the consensus prediction. Report your results. 

Notice:  the secondary structures from the step 3 use 8 categories. You need to convert them into three categories (Helix, Beta-Sheet, and Loop). The five predictors above predict secondary structure in three categories.  But they might use different letters to represent the categories. So, you need to consider this when you compute the accuracy. 

5. Search bioinfo sequence against frlib library and generate an alignment between bioinfo and the most significant template protein as follows.

(a) Install BLAST as follows if you have not.  Download BLAST from http://130.14.29.110/BLAST/download.shtml
Install the software on your computer (for Windows, just click the downloaded file to install. For Linux, unzip it. )

(b)  Download the template sequence file which contains more than 10,000 protein sequences at http://www.eecs.ucf.edu/~jcheng/cap5937/frlib. 

Create a sequence database from the sequence file using the “formatdb” command in the BLAST package: 

formatdb -i frlib -o T
A list of database files: frlib.phr, frlib.pin frlib.psd frlib.psi frlib.psq files will be created.

(c) Create a query sequence file using the bioinfo sequence in step 4 (using FASTA format). Use blastpgp (PSI-BLAST) command in the BLAST package to search the query sequence against the database you created as follows. 

blastpgp.exe –i bioinfo.fasta –o output_file –j 2 –h 1e-20 –e 0.001 –d frlib (for Windows)
blastpgp –i bioinfo.fasta –o output_file –j 2 –h 1e-20 –e 0.001 –d frlib  (for Linux)
(d) Select the most significant matched sequence (i.e., 1SDMA) found by PSI-BLAST. Report the local alignment between bioinfo and the most significant match generated by PSI-BLAST.

(e) Convert the above local alignment into an alignment cover the whole sequence of bioinfo in the PIR format. If the local alignment does not cover the whole bioinfo sequence, you need to add gaps for the uncovered residues. For this case, only the first character is not covered.  So you only need to add the first amino acid for bioinfo in the local alignment and add a corresponding gap to ISDMA in the local alignment. Then you get a global alignment with respect to bioinfo. Then you need to convert it to the PIR format. 

One sample global alignment between 1SDMA and bioinfo in the PIR format is as follows:

>P1;1SDMA

structureX:1SDMA: 1: : 344: : : : : 

KIRVYCRLRPLCEKEIIAKERNAIRSVDEFTVEHLWKDDKAKQHMYDRVFDGNATQDDVFEDTKYLVQSAVDGYNVCIFAYGQTGSGKTFTIYGADSNPGLTPRAMSELFRIMKKDSNKFSFSLKAYMVELYQDTLVDLLLPKQAKRLKLDIKKDSKGMVSVENVTVVSISTYEELKTIIQRGSEQRHTTGTLMNEQSSRSHLIVSVIIESTNLQTQAIARGKLSFVDLAGSERVKKEAQSINKSLSALGDVISALSSGNQHIPYRNHKLTMLMSDSLGGNAKTLMFVNISPAESNLDETHNSLTYASRVRSIVNDPSKNVSSKEVARLKKLVSYWELEEIQDE*

>P1;bioinfo
 : : : : : : : : : 

NIRVIARVRPVTKEDGEGPEATNAVTFDADDDSIIHLLHKGKPVSFELDKVFSPQASQQDVFQEVQALVTSCIDGFNVCIFAYGQTGAGKTYTMEGTAENPGINQRALQLLFSEVQEKASDWEYTITVSAAEIYNEVLRDLLGKEPQEKLEIRLCPDGSGQLYVPGLTEFQVQSVDDINKVFEFGHTNRTTEFTNLNEHSSRSHALLIVTVRGVDCSTGLRTTGKLNLVDLAGSERVGKSGAEGSRLREAQHINKSLSALGDVIAALRSRQGHVPFRNSKLTYLLQDSLSGDSKTLMVVQVSPVEKNTSETLYSLKFAERVR----------------------*



Explanation:

This PIR alignment file includes two sequences. Each sequence has three lines. The first three lines are the information about the template sequence. The remaining three lines are the information about the query sequence (bioinfo).  The format is as follows.
Each sequence has three lines (name, structure information, and alignment)

Line 1: >P1; is followed by sequence name. 

Line 2: structure information. Structure information has 10 fields separated by “:”. 
Field 1: 1SDMA structure is known. structureX means the structure is determined by X-ray crystallography. 

Field 2: the prefix name of the structure file name. 

Field 3: the start index of the first amino acid of the alignment. (The index do not need to start from 1. You should get the index from the PSI-BLAST alignment.) 

Field 4: blank line
Field 5: the end index of the first amino acid of the alignment (You should get the index from the PIS-BLAST alignment.)

Fields 6-10: blanks (Blank must be added even though it does not contain any information). 

Line 3: the alignment of the sequence ended with “*”. 

Notice:  The alignment example I give here is only used to show the format. You need to replace it with the alignment you get from PSI-BLAST.  
6. Download the comparative modeling software Modeller from http://salilab.org/modeller/download_installation.html. 

Install Modeller on your computer.  You need the installation key: MODELIRANJE

Download the PDB template structure file for 1SDMA (http://www.eecs.ucf.edu/~jcheng/cap5937/1SDMA.atm).

Generate a structure using Modeller as follows. 

(1) Put the template structure file 1SDMA.atm and the alignment file you get from the step 5 in the current directory. 

(2) Write a simple python script: bioinfo.py as follows:
from modeller.automodel import *    # Load the automodel class

log.verbose()    # request verbose output

env = environ()  # create a new MODELLER environment to build this model in

# directories for input atom files (directory to find 1SDMA.atm)
env.io.atom_files_directory = './:../atom_files'

a = automodel(env,

              alnfile  = 'bioinfo.pir',     # alignment filename

              knowns   = '1SDMA',              #id codes of the templates, used to find template file
              sequence = 'bioinfo')              # id code of the target (or quey)
a.starting_model= 1                 # index of the first model 

a.ending_model  = 1                 # index of the last model

                                    # (determines how many models to calculate)

a.make()                            # do the actual homology modelling

(3) Run Modeller to generate a structure: mod8v2  bioinfo.py

After a couple of minutes, a structure file bioinfo.V99990001.pdb is created. This is the predicted structure for the sequence bioinfo. 

Note: For more information about how to use Modeller, you can check the examples in Modeller8V2/examples/automodel/. You may also check Modeller’s documents such as tutorials. 
7. Compare the structure generated from the step 6 with the true structure 2H58 in the step 1 using CE (http://cl.sdsc.edu/). 

Go to CE web site. 
Click: Calculate structural alignment for TWO CHAINS . Upload 2H58.pdb (the true structure of bioinfo) and the predicted structure you get form step 6. Report RMSD, structural alignment, and Z-score. 
8. Use the server SP3 to predict structure of the bioinfo and compare it with true structure (2H58.pdb) using CE.  SP3 server is here: http://sparks.informatics.iupui.edu/hzhou/anonymous-fold-sp3.html. Type in bioinfo sequence to make a prediction. The result predicted structure will be emailed to you. Compare the predicted structure with 2H58.pdb using CE. Report RMSD, structural alignment, and Z-score. Compare the SP3 prediction with the structure you predict in the step 7.
Congratulations. You finish the project. Write a report to include all the results and turn it in by Dec. 4th, 2006. 

